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Abstract
The AGEMAP project generated an 8932 by 16 matrix of p-values for
whether gene i is age related in tissue j of the mouse. For each gene,
a meta-analysis is required to pool over tissues, and then a multiple hypothesis testing method is required to control false discoveries. This paper
looks at the meta-analysis issues raised in greater depth. The AGEMAP
analysis used a test statistic first used by Pearson (1934) designed to be
most sensitive to departures that all go in the same direction. Pearson’s
statistic has been considered inadmissible for over 50 years. We find that
it has the best overall performance in separating age related genes from
others in a resampling simulation modeled on the real experiment. We
also prove that Pearson’s statistic really is admissible and get a sharp
bound for it’s tail probabilities.
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Introduction

This paper looks at a meta-analysis problem that arose in a high throughput
genomic application. The AGEMAP study (Zahn et al., 2007) investigated the
extent to which gene expression changes with age, for N = 8932 genes and
m = 16 different tissues in the mouse. As a result it generated an 8932 by 16
matrix of p-values.
For a given gene, we have m different p-values which provide information
on whether that gene is age related. Combining these p-values into one answer
per gene is a problem of meta-analysis. Handling those N combined p-values
is then a problem of multiple hypothesis testing. Both of these steps are made
more complicated in practice when, as for the genomic application, the p values
are dependent.
This paper focusses on combining p values from different tissues. Given m
p-values for a gene, the first method that suggests itself for combining them into
a single p value is Fisher’s method (Fisher, 1932). Fisher’s method multiplies
the p-values and compares minus twice the log of their product to the χ2(2m)
distribution. Fisher’s method does not suit the AGEMAP context. It does
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not respect the directionality of the m tests, it can be ’swamped’ by a single
very extreme statistic, and, because different tissues from the same animal are
correlated, the χ2 distribution is not appropriate. Of these, the directionality
issue turned out to be most important. A gene that is increasing in 8 tissues is
more convincingly age related than one that increases in 4 tissues and decreases
in 4 others. Fisher’s method will treat these cases similarly.
Section 2 describes the AGEMAP project, including the meta-analysis method
used there. That method is based on combining one-tailed versions of the p values to favor genes that tend to age consistently in the same direction. This
method, due to Pearson (1934) is almost as old as Fisher’s, but has not received
much attention in the meta-analysis literature, most likely because of an inadmissibility result in Birnbaum (1954). Section 3 presents a meta-analysis based
on summing Z-values, due to Stouffer et al. (1949). Section 4 describes criteria for prefering one meta-analysis over another and illustrates the competing
methods graphically. Section 5 presents a numerical investigation on the relative effectiveness of competing meta-analysis methods for detecting alternate
hypotheses that vary in a consistent direction from the null. The example is
based closely on the AGEMAP setting. It focusses on alternatives that vary
in a consistent direction and there the Pearson test results in overall superior
ROC curves for separating truly age related from non age related genes.
Finally, the Appendix proves two theorems. One shows that the test of Pearson (1934) really is admissible. There is no error in Birnbaum’s proof. Instead,
the test that Birnbaum (1954) studies is not quite the same one Pearson proposes. The second theorem shows that a Bonferroni tail probability estimate
for Pearson’s test is quite sharp when the combined p value is small.
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The AGEMAP project

This section presents a partial summary of the AGEMAP project. For more
details including the multiple comparisons methods used and the biological findings, see Zahn et al. (2007).

2.1

AGEMAP data

In the AGEMAP project 40 mice were studied. There were 5 male and 5 female
mice at ages 1, 6, 16, and 24 months of age. Age 1 corresponds roughly to young
adults and age 24 are very old animals. Gene expression values were obtained
for each of 8932 genes, from roughly double that number of microarray probes.
For each mouse, RNA samples from 16 different tissues were obtained. The
tissues are listed in Table 1. As is clear from that list, there was great interest
in aging for parts of the brain.
For some microarrays, the data quality was too low to be usable. From a total
of 40 × 16 = 640 microarrays, 618 were deemed usable. In total approximately
5.5 million expression values were obtained.
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Adrenal
Eye
Kidney
Spleen

Bone Marrow
Gonad
Liver
Striatum

Cerebellum
Heart
Lung
Spinal Cord

Cerebrum
Hippocampus
Muscle
Thymus

Table 1: These tissues were included in the AGEMAP study. Gonad refers to
ovaries in female animals and testis in male animals.
After considering several model forms, the primary analysis tool selected
was multiple regression. For each tissue a linear regression on age was employed
with an intercept dummy variable for sex.
For gene i = 1, . . . , N and tissue j = 1, . . . , m the estimated age coefficient
in the regression was β̂ij . If |β̂ij | is significantly large then that is evidence
that gene i is age-related in tissue j. This notion of age relatedness is purely
correlation based. It does not distinguish between a gene that is causing age
related damage, reacting to repair age related damage or is in a pathway with
an age related gene. The experimental design only lets us consider correlation
with age, and given the noise level, even that presents challenges.

2.2

AGEMAP meta analysis

This section presents some methods of meta-analysis related to the AGEMAP
project. For a comprehensive treatment of meta-analysis see Hedges and Olkin
(1985).
We begin by describing the p values underlying the meta-analysis. For gene
i and tissue j we let βij denote the true age slope. The null hypothesis for βij
is H0,ij : βij = 0. Left, right, and central alternative hypotheses
HL,ij : βij < 0,
HR,ij : βij > 0,

and,

HC,ij : βij 6= 0,
respectively, are of interest.
The estimated slope in the ij regression is a random variable. Letting βbij
obs
denote that random variable and βbij
denote the observed value, we can write
the p value for H0,ij versus HC,ij as


obs
pij = Pr |βbij | ≥ |βbij
| ; βij = 0 .
(1)
We reject H0,ij in favor of HC,ij for small values of pij . Similarly, H0,ij is
rejected in favor of HL,ij for small values of the one sided p-value


peij = Pr βbij ≤ βbobs ; βij = 0 .
(2)
ij

Finally, we reject H0,ij in favor of HR,ij for large values of 1 − peij . Note that
pij = 2 min(e
pij , 1 − peij ). Under H0,ij all three of pij , peij and 1 − peij have the
U (0, 1) distribution.
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Suppose that pi1 , . . . , pim are independent. Then
Y

m
QC
≡
−2
log
p
∼ χ2(2m) .
ij
i

(3)

j=1

Fisher’s test declares gene i to be age-related when QC
i is unusually large compared to the χ2(2m) distribution. The null hypothesis is
H0,i : βi1 = βi2 = · · · = βim = 0.
The alternative is
HA,i : βij 6= 0,

some 1 ≤ j ≤ m.

Fisher’s meta-analysis yields a p value of
obs
pi = Pr(χ2(2m) ≥ QC,
),
i

and we reject H0,i in favor of HA,i for small pi .
There are three problems with Fisher’s approach in the present context.
First and most obviously, the values of pi1 , . . . , pim are not independent. Genes
from the same animal in different tissues are correlated and these correlations
produce weak correlations among the test statistics βbij . We could still consider
2
large values of QC
i to indicate evidence against H0,i , but the nominal χ(2m) distribution is not reliable for deciding how much evidence is sufficent for rejection.
The second problem with H0,i is that it could be driven entirely by a strong
age related signal in just one tissue. A gene that is strongly age related in
just one tissue seems to be less ’age related’ than one which is signficantly age
related in several tissues, even though it does satisfy the condition for HA,i .
The influence of any single issue could be bounded by replacing each factor pij
by max(pij , ε) for some threshold ε, or by not including any genes that got all
their significance from one single tissue. In the actual data very few genes were
driven by a single tissue’s significance, and so we do not treat this issue further.
The third problem with Fisher’s approach is that it does not distinguish
between genes that consistently increase or consistently decrease in multiple
tissues and genes that increase in some tissues and decrease in others. We expect
that underlying biology should favor genes moving all or mostly in the same
direction. Conversely, noise artifacts should lead to relatively common split
decisions. By favoring near unanimous indications we should increase power to
find truly age related genes.
Interpreting QC
i as a central test statistic for H0,i we introduce left and right
sided test statistics
Y

m
L
Qi ≡ −2 log
peij , and,
(4)
j=1

QR
i ≡ −2 log

Y
m
j=1
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(1 − peij ) ,

(5)

respectively. A test statistic sensitive to either consistently left or right sided
departures is
R
QTi ≡ max(QL
i , Qi ).

(6)

R
C
T
All four test statistics QL
i , Qi , Qi , and Qi aim to reject H0,i in favor of
HA,i . The superscripts on Qi are mnemonic for tests on the left, right, center,
and top sides respectively. When m = 1 then QTi = QC
i , but for m > 1 they
are different tests.
R
The critical values for QTi are somewhat different from those for QL
i , Qi , and
C
T
2
Qi . When pi1 , . . . , pim are independent, then Pr(Qi ≥ A) ≤ 2 Pr(χ(2m) ≥ A).
In that case, a conservative test at level α can be obtained by rejecting when
2,1−α/2
QTi exceeds χ(2m) . For small α such a criterion is very accurate yielding a
significance level between α and α − (α/2)2 . See Theorem 2 in the Appendix.
For instance when α = 0.01 the attained level is between 0.009975 and 0.01.
For mildly dependent test statistics we will still find
R
Pr(QTi ≥ A) ≤ Pr(QL
i ≥ A) + Pr(Qi ≥ A),

and this fit will be very close for large A.
The statistic QTi was used in Zahn et al. (2007) to rank genes from most age
related to least. This combination was used earlier by K. Pearson (1934). A
C
clear description is given by E. S. Pearson (1938),
Qm who also considers Qi and a
R
L
pij (1 − peij )) in the present
combination equivalent to Qi + Qi = −2 log j=1 (e
notation.
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Stouffer et al.’s Z-score based meta-analysis

Fisher’s method is but one of many ways of combining multiple p values. Another well studied method, due to Stouffer et al. (1949),
√ is based on turning
the p values into Z-scores. RLet ϕ(x) = exp(−x2 /2)/ 2π denote the N (0, 1)
x
density and then let Φ(x) = −∞ ϕ(z) dz be the N (0, 1) cumulative distribution
function. If p ∼ U (0, 1) then Z = Φ−1 (p) ∼ N (0, 1) and conversely.
Given m independent p values and coefficients
Pm ω1 , . . . , ωm ∈ R, we can combine the p values via the linear combination j=1 ωj Zij where Zij = Φ−1 (pij ).
Pm
The combination has a N (0, j=1 ωj2 ) distribution under H0,i . When the p values have come from different studies then it makes sense to use larger ωj values
for the larger or more precise studies. In the present context it is reasonable to
take all ωj = 1.
We can define left, right, center, and top sided tests of H0,i based on Z-scores
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via
m

1 X −1
Q`i = √
Φ (1 − peij )
m j=1

(7)

m

Qri

1 X −1
=√
Φ (e
pij )
m j=1

(8)

m

1 X −1
Qci = √
|Φ (e
pij )|,
m j=1

and,

Qti = max(Q`i , Qri )

(9)
(10)

respectively. For independent tests Q`i and Qri have the N (0, 1) distribution
under H0,i , while Qti has a half-normal distribution and Qci does not have a
simple distribution. Note that Q`i = −Qri and that Qti = |Q`i | = |Qri |.
When the tests are dependent, then Qri and Q`i no longer have the N (0, 1)
distribution. In fact they need not be normally distributed at all because while
Zi = (Zi1 , . . . , Zim ) has normally distributed components it might not have a
multivariate normal distribution.
Whitlock (2005) has also advocated using what we call here ’top sided’ tests.
Whitlock finds fault with biologists for using Fisher’s test to the exclusion of
others, and advocates the test called Qti here and weighted versions of the Gaussian based tests when data sets have different sample sizes.
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Graphical comparison of tests

The previous section presented 8 different tests of H0,i , namely left, right, central
and top versions of a Fisher-based and a Gaussian-based test statistic. The left
and right sided versions are preferable if we know a priori the direction of effect,
but when as here we do not know the direction in advance, we are left with the
central and top sided versions of the Fisher and Gaussian tests. For the rest of
this section, we will drop the subscript i.
It is natural to seek an optimal combination of p-values. But it has been
known since Birnbaum (1954) that there is no best combination of p-values
even when those p-values are independent. A very natural requirement for a
combination test is Birnbaum’s,
Condition 1. If H0 is rejected for any given (p1 , . . . , pm ), then it will also be
rejected for all (p∗1 , . . . , p∗m ) such that p∗j ≤ pj for j = 1, . . . , m.
Birnbaum proved that every combined test which satisfies Condition 1 is
in fact optimal, for some monotone alternative distribution. Optimality means
maximizing the probability of rejecting H0 subject to a constraint on the volume
of the region R of vectors (p1 , . . . , pm ) for which H0 is rejected. Birnbaum
allows simple alternatives that have independent pj with decreasing densities
gj (pj ) on 0 ≤ pj ≤ 1. He also allows Bayes mixtures of such simple alternatives.
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Birnbaum shows that Condition 1 is necessary and sufficient for admissibility of
the combination test, again in the context of decreasing densities.
Definition 1 (Birnbaum, 1954, page 564). A test is admissible if there is no
other test with the same significance level which, without ever being less sensitive to possible alternative hypotheses, is more sensitive to at least one alternative.
The top row of Figure 1 illustrates 4 rejection regions satisfying Condition 1,
arising from the Fisher test, the Gaussian test, a test based on min(p1 , . . . , pm )
and a test based on max(p1 , . . . , pm ), for the case m = 2. Using the minimum
is due to Tippett (1931), while the maximum is from Wilkinson (1951), who is
credited with the more general approach of using an order statistic of the pj .
The criterion min(p1 , p2 ) leads us to reject H0 if test 1 or test 2 is significant.
The criterion max(p1 , p2 ) is similarly seen as a logical ‘and’. Birnbaum’s result
opens up the possibility for many combinations between a simple ’and’ and ’or’,
of which Fisher’s test and the Gaussian test are two prominent examples.
Graphically, the Fisher test is more like an ’or’ than the Gaussian test is. In
the Fisher test, if the first m − 1 p-values already yield a test statistic exceeding
the χ2(2m) significance threshold then the m’th test statistic cannot undo it. The
Pm−1
Gaussian test is different. Any large but finite value of j=1 Φ−1 (e
pj ) can be
−1
cancelled by an opposing value of Φ (e
pm ).
The bottom row of Figure 1 illustrates the pre-images (e
p1 , pe2 ), where pj =
2 min(e
pj , 1 − pej ), of the regions in the top row. Those images show which
combinations of one sided pe-values lead to rejection of H0 .
Each region R in the bottom row of Figure 1 is symmetric if we flip a one
sided p value replacing pej by 1 − pej . The corresponding tests are then equally
sensitive to alternatives where, in the present context, all genes move in the
same direction with age, as they are to split decisions. If we suspect that split
decisions are less likely, then we expect to increase our power by combining the
tests in a way that favors coordinated responses to aging.
Figure 2 shows the rejection regions for top sided versions of the Fisher and
Gaussian tests. Both of these regions devote more area to catching coordinated
aging patterns than to split decisions. Comparing the upper left and lower right
corners of these regions we see that the Gaussian version is more extreme than
the Fisher test in rejecting split decisions.
The conclusion of Birnbaum (1954) is far from ’anything goes’, because the
optimality may hold at unreasonable alternatives. Another useful condition in
terms of the test statistics β̂j underlying the p values pj is:
∗
Condition 2. If test statistic values (β̂1 , . . . , β̂m ) and (β̂1∗ , . . . , β̂m
) do not lead
∗
∗
to rejection of H0 , then neither does λ(β̂1 , . . . , β̂m )+λ(β̂1 , . . . , β̂m ) for 0 < λ < 1.

Condition 2 requires that the complement of the rejection region, in test
statistic space, be convex. If the test statistics being combined are from a one
parameter exponential family, then Birnbaum (1954) shows that Condition 2
is necessary for the combined test to be admissible. Sufficiency is discussed
7

Figure 1: This figure shows rejection regions for a pair of p values (p1 , p2 ) ∈
[0, 1]2 . The top four images are for one sided versions where pj near zero is
evidence against H0 . The bottom row contains corresponding two sided versions.
The columns, from left to right, are based on min(p1 , p2 ), max(p1 , p2 ), Fisher’s
combination and a Gaussian combination, as described in the text. Each region
has area 1/10.
in Birnbaum (1955). The test statistic in regression has Student’s t distribution
which is not in an exponential family, but approaches the Gaussian distribution which is of exponential form, as the degrees of freedom increase. Thus
Condition 2 is reasonable and it rules out strongly ’and’-shaped regions like the
one based on max(p1 , . . . , pm ) and more generally, all of the Wilkinson methods
based on p(r) for 1 < r ≤ m. The non-rejection regions in test space look like
the white regions in the bottom row of Figure 1 after a monotone stretching
transformation has been applied vertically and horizontally.
QmOne test that Birnbaum (1954) attributes to Karl Pearson rejects H0 when
j=1 (1 − pj ) is too large. Such a test fails Condition 2 and so is not admissible
in the exponential family context. But this is not quite the test that Pearson
(1934) used. Theorem 1 in the Appendix shows that QT satisfies Condition 2 for
normally distributed test statistics. Figure 3 illustrates some of these regions.
Finally, in a limit where sample sizes increase and test statistics become more
nearly normally distributed, some methods are maximally efficient in Bahadur’s
sense (Bahadur, 1967). Fisher’s method is one of these, and Stouffer’s is not.
See Table 3 on page 44 of Hedges and Olkin (1985). Both Birnbaum (1954)
and Hedges and Olkin (1985) consider Fisher’s method to be a kind of default,
first among equals or better.
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Figure 2: This figure shows rejection regions for ’top–sided’ tests, QT and Qt , as
described in the text. The left image shows a region based on Fisher’s method.
The right image shows a region based on a Gaussian alternative. The x and y
axes in these images correspond to one sided p values pe1 and pe2 , rejecting H0 for
negative slopes at the bottom and/or left, while rejecting H0 for positive slopes
at the top and/or right. These tests are more sensitive to alternatives where
all underlying hypothesis tests reject in the same direction than they are to
split decisions. The Gaussian region extends to all corners but with a thickness
that approaches zero. The Fisher region has strictly positive thickness in each
corner.
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Numerical comparison of tests

From Birnbaum’s result, we know that no single p value combination method is
universally best. That leaves us the task of identifying a combination method
that works well for problems like the specific one at hand. We are interested in
the setting where a small number of genes is age related, such genes show a similar pattern in multiple tissues, and there are correlations among measurements
from the same animals.
To this end, we simulate data sets the following way
Yijk = γij + βij Ak + εijk

(11)

for genes i = 1, . . . , N , tissues j = 1, . . . , m, and animals k = 1, . . . , n = 40,
letting Ak be the age of animal k, γij be intercepts, βij be true slopes and εijk be
randomly generated errors. The choices for the right side of (11) are described
more fully below.
For each ij pair the values βbij are found by least squares regression on age
with an intercept term included. To focus on essential issues, the regressions
in the simulation did not include a term for sex of the animal. The effect is
9

Figure 3: This figure shows nested decision boundaries in the space of test
statistics β̂ = (β̂1 , . . . , β̂m ) for meta-analysis methods described in the text. We
are interested in the region where H0 is maintained (not rejected). From left to
right they are: Fisher’s combination QC with lozenge shaped regions, Pearson’s
combination QT with leaf shaped regions, a left-sided combination QL with
quarter-round shaped regions north-east of the origin, and Birnbaum’s version
of Pearson’s region, having non-convex plus sign shaped regions. In all cases
the significance levels are 0.2, 0.1, 0.05, and 0.01.
to increase the degrees of freedom for error from 37 to 38, which is not an
important difference. Then one sided p values peij are computed for i = 1, . . . , N
and j = 1, . . . , m and all 8 p value combination methods are applied. The output
from each method is a rank ordering of the 8192 genes from most apparently agerelated to least apparently age-related. A method that tends to put the truly
age-related genes ahead of the others attains a better ROC curve (sensitivityspecificity trade-off) and is to be preferred.
The value of γij was always taken to be 0 in the simulations. This does
not change the results. The values for βij were generated as follows. First 100
genes were randomly chosen to be the age related ones. If i is not one of those
100 genes then βij = 0 for j = 1, . . . , m. For each of the 100 selected genes, a
random subset m0 of the m tissues was chosen to define the age related tissues.
Those m0 tissues all got the same slope βij , while the other m − m0 tissues
got slope 0. The values of m, m0 , βij are displayed in Table 2. For simplicity
each age-related gene got the same slope. Negative slopes were used because pe
values near 0 raise fewer numerical problems than those near 1, since floating
point numbers are more closely spaced near 0 than near 1. Each experimental
condition was simulated 300 times.
The remaining ingredient to describe is the sampling of the errors εijk . These
were obtained by resampling the residuals from the original regressions. For gene
i and tissue j the residuals from a regression of expression on age and sex and
an intercept were computed. Let εbijk be the residual for the k’th animal in
this regression. Sex does not appear in the model (11) and so it is removed
from the residuals here. For k = 1, . . . , n let r(k) be independent and uniformly
distributed on {1, . . . , n}. Then the residuals are defined via εijk = εbijr(k) .
In words, one selects an animal at random and then gets all of that animal’s
genes for all the tissues. In this way realistic correlations between pairs of

10

genes measured in the same animal on a given tissue and correlations between
pairs of tissues measured on a given gene are included in the simulation. Cross
correlations, relating distinct genes in distinct tissues from the same animals
are also incorporated.
To focus on essentials and to speed the simulations, the simulated data sets
had no missing values. For each animal k a buddy k 0 was designated. If animal
k was missing the array for tissue j then tissue j from animal k 0 was substituted.
If the buddy was missing that tissue, then the buddy’s buddy k 00 filled in. Each
buddy had the same sex and age as the original animal.
If we sort the N genes in order from most apparently age related to least
apparently age related, Q(N ) ≥ Q(N −1) ≥ · · · ≥ Q(1) we can consider declaring
the first M of them to be age related. For each value of M we can count the
number of truly age related genes (true positives) among the first M and the
number that were not age related (false positives). There are N + 1 possible
values of M ranging from 0 to N . Plotting true positives versus false positives
gives an ROC curve. Usual ROC curves label the axes with proportions: the
true positives are divided by total true cases and the false positives divided
by total false cases. In the present setting plotting the actual counts is more
informative.
From 300 simulations of 30 conditions and 8 tests we obtain 72,000 ROC
curves to summarize. The left panel in Figure 4 shows ROC curves for all 8
methods and an experimental condition that was of intermediate difficulty. A
perfect ROC curve is one that proceeds from (0, 0) rising vertically to (0, 100)
and then continues horizontally to (8182, 100). A random ordering of genes
would yield an ROC curve that fluctates around the line from (0, 0) to (8182, 100).
In this one ROC curve we find that methods QL and Q` are best. This is
not surprising. Those test combinations are sensitive to negative slopes and all
the non-zero slopes used are negative. We may thus view the left sided methods
as oracles, with an unfair information advantage, for this problem. Any method
that comes close to the oracle can probably not be improved much.
Similarly, methods QR and Qr are sensitive only to positive slopes. None of
the genes ever had a positive slope and the genes with a negative slope will look
least like having a positive slope. These methods are effectively anti-oracles,
like the aviator “wrong way Corrigan”.
The interesting comparisons are now between QC , QT , Qc , and Qt . The
Quantity
Total tissues
Age related tissues
Slope

Symbol
m
m0
β

Values
{9,16}
{3,5,7}
{−.001, −.002, −.003, −004, −.005}

Table 2: This table shows the 30 conditions simulated. Each simulation used
either all 16 tissues, or just the first 9. The number of age-related tissues used
was either 3, or 5, or 7. The age related tissues all had the same slope, one of
the five negative values listed above.
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Figure 4: The left figure shows 8 ROC curves for one of the simulations with
m0 = 5 active genes out of m = 9. The active genes have slope −.003. The
vertical axis counts true positives and the horizontal axis counts false positives.
The curves are color coded. Left, right, central and top sides are red, purple,
orange and blue respectively. Fisher based curves are thin solid lines. Gaussian
based curves are thick dashed lines. The right figure shows a zoom of the left.
top sided tests have an advantage over the central tests in that they expect and
exploit a common sign for the age related genes. For the example in Figure 4 the
topsided tests are doing better than the central ones. Also the Fisher versions
appear to be doing better than their Gaussian counterparts.
In the motivating applications, the interesting comparisons among ROC
curves are at the lower left corner. A few genes found interesting will get more
followup work and it is important that such work not be wasted. The right side
of Figure 4 zooms in on the lower left corner. The ordering of the methods is
about the same, except that there is some slight overlap between the top sided
and left sided methods.
Figure 5 illustrates some more ROC curves from the experiment. In the left
panel is a case where the active genes are particularly hard to find. The right
panel shows one of the easiest cases. For the easy case, the ordering is similar
to the example from Figure 4. The ordering is not quite the same on the left.
For each experimental condition there were 300 ROC curves. Visual inspection shows some fluctuations. The age related genes were well hidden from all
8 methods some times, and other times were relatively easy to find, for all but
QR and Qr .
To summarize the data, each ROC curve was turned into a feature vector
counting the number of true positives obtained before the number of false positives is larger than f` where f` ∈ {0, 5, 10, 20, 50}. That is f0 is the number of
true positives that were placed ahead of the first false positive and f10 is the
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Figure 5: This figure shows ROC curves, using the same conventions as Figure 4.
The left plot has a very difficult case with only 3 active tissues among 16 and
a shallow common slope −0.002. In this example one might see hundreds of
false hits before finding even 10 true hits. The right plot has a much easier
case. There are 7 active tissues among 9 and they have a steep common slope of
−0.004. In this example one might see 50 or more true hits before encountering
10 false ones.
number of true positives that were placed ahead of the eleventh false positive.
For each of 8 methods and each of the 30 conditions, this number Df of true
discoveries was averaged over all 300 replicates. For each statistic D0 , D5 , . . . ,
D50 there are 240 measurements. The Spearman rank correlations among these
measurements were very high, every one being over 0.9938. Because they give
the same ranking of methods it was only necessary to work with one of these
statistics. The one used is D10 .
Some trends appear from the values of D10 . First it is clear that the Fisher
versions of the tests consistently outperform their Gaussian counterparts. The
results are shown in Figure 6.
Next, the top sided version of Fisher’s test almost always outperforms the
central version. This is not surprising, because the top sided version was designed for alternatives with slope varying in a consistent direction. But there
are two points below the line in the left plot of Figure 7.
The two exceptions are displayed in Table 3. These are cases with isolated
strong slopes, like needles in the hay stack. In hindsight such a phenomenon
is reasonable. Consider the extreme case with only m0 = 1 age related tissue.
Then the top sided test will expect the other m−1 tissues to have a similar slope
to the one age related tissue, while the central test will not place a preference
on how those m − 1 purely noisy p-values turn out.
What is a little surprising is that the comparison between top and central
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Figure 6: This plot compares Fisher based tests to Gaussian based tests. The
left figure plots D10 (QT ) versus D10 (Qt ) for the 30 experimental conditions
described in the text. The right figure similarly plots D10 (QC ) versus D10 (Qc ).
In both cases the Fisher version consistently finds more true age-related genes
before finding 10 false genes than the Gaussian version does. The 45 degree line
is plotted as a reference.
β
−0.004
−0.005

D10 (QT )
9.84
19.37

D10 (QC )
10.40
21.02

Table 3: There were experimental conditions where D10 (QT ) was smaller than
D10 (QC ). Both of them had m = 16 tissues of which only m0 = 3 were truly
age related. These exceptions were the ones with the two steepest slopes β in
the experiment. In both cases the differences were quite small.
sided versions of the Gaussian test is equivocal. When the central version beats
the top sided version it is typically also in cases where there are a small number
of m0 of active tissues among a larger number m of total tissues, and the slopes
are steep. It is possible that the Gaussian based test vetoes some of it’s own
results in a way that is particularly adverse for the top sided version.

5.1

Statistical significance of simulations

The simulations were paired. The finding of most interest is the comparison
between QT and QC . In each of 30 experiments there were 300 replications.
Paired t tests in those experiments gave |t| values ranging from 0.025 to 34.8.
Only 3 of them were small enough to make one question the sign of the effect.
The fourth smallest |t| statistic was 2.48. The three small t statistics are listed
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Figure 7: This plot compares top sided tests to central tests. The left figure
plots D10 (QT ) versus D10 (QC ) for the 30 experimental conditions described
in the text. The right figure similarly plots D10 (Qt ) versus D10 (Qc ). For the
Fisher based tests, the top sided version is almost always better than the central
version. For the Gaussian tests the results are equivocal, but from Figure 6
we know that the Gaussian tests of either kind are dominated by their Fisher
counterparts. The 45 degree line is plotted as a reference.
in Table 4. The tables shows that there is no practical difference between QT
and QC for those examples and that an extremely large simulation would be
required to tell which of them was slightly better.

6

Discussion

This paper has shown that Pearson’s method of combining p-values is very well
suited to the setting where we expect tests to vary in a consistent direction. For
independent test statistics we have shown that contrary to a widely held belief,
Pearson’s method is admissible. Also a very simple Bonferroni calculation is
quite accurate for finding tail probabilities.
The numerical investigation was designed to match the setting in the AGEMAP
study, featuring a dense pattern of correlations. In that context a top-sided
Fisher test was overall best at sorting the truly age related genes from the non
age related genes. The dependencies complicate the problem of deciding how
far down the list one should go in practice, and we do not address that issue
here. Zahn et al. (2007) used bootstrap resampling of animals.

15

80

80

●

●
●

●

40

●●
● ●

●
●

●
●
●
●

●
●
●
●
●● ●
●
●
●●
●
●
●
●
●
●
●
●●
●●
●
●

0

20

60

●
●
●●

40

60

80

●

●
●

0

0

20

●
●● ●

●

40

●
●

●

20

Gaussian top/central

60

●●
●
●

● ●
●
●
●
●
●●●
●
●
●
●
●
●
●
●●●
●
●

0

●●
●
●
●

●

● ●
●●
● ●●
●

20

40

60

80

Figure 8: This plot compares central and top sided tests to the left sided tests,
which were an oracle in this simulation. The left figure plots D10 (QT ) versus
D10 (QL ) with solid points and D10 (QC ) versus D10 (QL ) with open points. For
the Fisher test the top sided test comes much closer to the oracle than the
central test does. The right figure similarly plots D10 (Qt ) versus D10 (Ql ) as
solid and D10 (Qc ) versus D10 (Ql ) as open. The 45 degree line is plotted as a
reference. The central version sometimes has a slight edge over the left sided
(oracle) version.

6.1

Tradeoffs

It should go without saying that increasing power for consistent alternatives
brings a tradeoff of lesser power for detecting split alternatives. Figure 3 makes
this obvious. One designs a test to detect alternatives based on a combination of
how likely those alternatives are to hold, and how valuable they are to discover
if they do hold. At this early stage in microarray analysis of aging it makes
sense to favor genes with consistent aging patterns, for both of these reasons.
Later, should most of the genes’ relationship to aging become well understood,
the genes with different tissue specific aging patterns may well be the more
interesting ones. In that case a test sensitive to departures from H0 in opposing
directions will be more suitable.
While top sided tests are designed to get more power against consistent
alternatives at the expense of discordant alternatives, Figure 7 shows that the
Gaussian version does not accomplish this tradeoff.
Whitlock (2005) takes the strong view that any discordant test means that
the null hypothesis should not be rejected. He gives the example of inbred
animals being significantly larger than outbred in one study but significantly
smaller in another study, and says that the results should then cancel each other
out. In the AGEMAP context cancellation does not make sense. The thymus
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β
t
D10 (QT )
D10 (QC )

−0.001
0.945
0.253
0.220

−0.002
0.300
1.027
1.007

−0.003
0.025
3.700
3.697

Table 4: Three of the simulated comparisons between D10 (QT ) and D10 (QC )
were not statistically significant when judged by a paired t test. All three had 16
tissues of which only 3 were age related. The true absolute slopes, given above,
are the three smallest in the simulation. At steeper slopes QC outperforms QT .
At these slopes the difference is small.
changes with age, essentially becoming fat. Some other tissues become fibrous.
It is certainly plausible that a gene which ages consistently in several tissues
might for reasons like this, age in the opposite direction in one or more other
tissues. Thus while we may accept a tradeoff giving lesser power for detecting
such genes, we would not consider their detection to be an error.
Admissibility can be a slippery issue, because it depends implicitly on what
competing tests are allowed. Any Lebesgue measurable region in [0, 1]m gives an
optimal test under an alternative where the joint density of (e
p1 , . . . , pem ) is higher
everywhere inside that region than outside. So everything is admissible if we
allow general alternatives. Birnbaum’s genius was in reducing the comparison
to reasonable alternatives that give tractable results. In Birnbaum (1954) when
the alternative is a product of monotone of pj ’s, admissible regions must be
’closed from below’ as described by Condition 1. In Birnbaum (1955) when the
alternatives are in an exponential family the regions are convex in test statistic
space.

6.2

Fisher vs Gaussian tests

The Fisher based tests perform very well compared to their Gaussian counterparts. From a theoretical point of view this is not surprising because of the
Bahadur efficiency of QC which may also extend to QT . From an intuitive
point of view the very thin rejection region in some corners of [0, 1]m imply that
the Gaussian based test can veto itself, responding strongly to even one single
discordant test. A split decision gene with r > 1 tissues having, say, positive
slope and 1 tissue having negative slope would be even harder to detect for the
Gaussian based tests.
Whitlock (2005) did a different simulation and reached a different conclusion.
He found that a weighted version of the Gaussian test performed best. Also
an unweighted Gaussian test did better than the Fisher test. It is possible
however that his p values were not computed the same way as those in this
study. For example Whitlock (2005) says that pooling two p-values of 0.99 by
Fisher’s method gives a different answer than does pooling two p-values of 0.01.
Given two p values of 0.99 he reports a combined p value of 0.0002. Neither
pe1 = pe2 = 0.99 nor p1 = p2 = 0.99 yields a Fisher combination of 0.0002 for
17

the methods investigated numerically in this paper. If pe1 = pe2 = 0.99 then a
.
central test has combined p value Pr(χ2(4) ≥ −2 log(.022 )) = 0.0035, a left sided
.
test has combined p value Pr(χ2(4) ≥ −2 log(.992 )) = 0.9980, and a right sided
.
test has combined p value Pr(χ2(4) ≥ −2 log(.012 )) = 0.0010, and a top sided
.
test has combined p value = 0.0020. If p1 = p2 then only a central test can be
done and it has combined p value 0.9980. In this example, Whitlock (2005) has
taken one minus the left sided combined p-value.
The simulation in Whitlock (2005) has a noteworthy feature, that applies
when one is simulating independent component tests. He generates an IID
sample and then splits it into subsamples to get the component p-values. Then
the combined p value can be compared to a ’true’ p-value obtained from the
sample before it was split.

6.3

Alternative hypotheses

The discussion above focusses on the usual alternative hypothesis
HA,i : βij 6= 0,

some 1 ≤ j ≤ m.

Left sided tests like QL may be thought of as tests geared towards the alternative
HL,i : βij ≤ 0,

min βij < 0.
j

Similarly the right sided tests address the alternative
HR,i : βij ≥ 0,

max βij > 0.
j

The top sided tests are then aimed at the alternative
HT,i : HL,i

or HR,i ,

which goes by the name H2 in (Hedges and Olkin, 1985, Chapter 3A). In this
work the top sided tests are also considered for use in detecting HA,i where they
may have greater power than the central tests, when the nonzero βij have all
or mostly all the same sign.
Benjamini and Heller (2007) consider ’partial conjunction’ null hypotheses
in which
Hr,i : βij 6= 0,

for at least r values of j ∈ {1, . . . , m}.

In that setting one decides a priori that there must be at least r false nulls
among the m component hypotheses for the finding to be useful. They present
several tests based on the r smallest of the p values. The partial conjunction
null described above can be applied using peij , 1 − peij , or pij to get left, right and
central sided versions. A top sided version can also be made by taking twice
the smaller of the left and right sided combined p values.
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Appendix: Pearson’s combination
Pearson (1934) proposed the test statistic denoted QT in this article in the
context of goodness of fit testing. If one supposes that random variables Xj
are IID from F , then apart from a discretization
ranges, Pearson’s
Qm of Xj into Q
m
goodness of fit test is based on the smaller of j=1 F (Xj ) and j=1 (1−F (Xj )).
Pearson developed his test independently of Fisher (1932).
In the present context, we take pe for X and the U (0, 1) distribution for F .
Meta-analysis is not usually thought of as goodness of fit testing to the U (0, 1)
distribution of p values. First, in meta-analysis we cannot usually consider the
pj to be identically distributed as some tests are likely to be inherently more
powerful than others. Also in meta-analysis we get greatest power by looking
in the tails of the distribution of p values while most goodness of fit tests also
need to be sensitive to departures from F in the center of the distribution. But
Pearson’s goodness of fit test is aimed at the tails of the distribution and so it
is a good candidate for meta-analysis.
Q
Q
Pearson found a p-value for j F (Xj ) and one for j (1 − F (Xj )) and then
advocated taking the smaller of these as the “more stringent” test. Modern
statisticians would instinctively double the smaller p-value thereby applying a
Bonferroni factor of 2, but Pearson did not do this.
Pearson’s test is not favored in meta-analysis, and this may stem from an
important result in Birnbaum (1954). Birnbaum studies the case where each pj
is based on a test statistic from the same one parameter exponential family. In
this setting, an admissible test must necessarily satisfy Condition 2 on
convexity.
Qm
Birnbaum (1954) attributes to Pearson a method rejecting H0 when j=1 (1−pj )
is unusually large. This amounts to rejecting H0 when
m
o
n
Y
α
m
RB = (p1 , . . . , pm ) ∈ [0, 1] | −2 log
(1 − pj ) ≤ χ2,α
(2m) .
j=1

χ2,1−α
(2m) ,

2

α
Typical χ rejection regions end as · · · ≥
so RB
is really quite unusual.
It can be shown numerically that for small α is an almost triangular (for m = 2)
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region near the origin.
Also for small α weP
anticipate a nearly linear boundary
Qm
.
m
region because then j=1 (1 − pj ) = 1 − j=1 pj . That is a very bad shape
for meta-analysis because one non-significant result, due for example to a test
with poor power, can veto any number of signficant results. In the two sided
α
version, the set of (e
p1 , . . . , pem ) for which RB
is small consists of 2m disjoint
nearly simplicial regions, one near each corner of [0, 1]m .
α
Pearson did not use RB
because he did not multiply two sided p values 1−pj .
In the notation of this paper, he took products of 1 − pej as well as products
of pej . A product of 1 − pj turns into a product of 1 − 2 min(e
pj , 1 − pej ).
In this Appendix we prove two properties of Pearson’s combination. First
we show, for Gaussian test statistics, that his test satisfies Condition 2, so that
α
it is in fact admissible, unlike the region RB
. Then we show that the Bonferroni
bound on the combination is very accurate for small combined p values.

A1: Convexity
Pearson’s statistic, as shown in Figure 3 appears to satisfy Condition 2 (convexity) at least for m = 2. Here we prove convexity for all m ≥ 1, for Gaussian
√
test statistics. We let tj = nj β̂j /σ where under H0 the β̂j are independent
N (0, σ 2 /nj ) random variables. Then the test statistics are independent N (0, 1)
random variables under the null hypothesis.
Theorem 1. Suppose that we reject H0 if and only if (t1 , . . . , tm ) satisfy
Y

m
m
Y
min
Φ(tj ),
Φ(−tj ) ≤ c
j=1

j=1

for some constant c ∈ (0, 1). Then the region {(t1 , . . . , tm ) | H0 not rejected} is
a convex subset of Rm .
Proof: The hypothesis H0 is rejected if and only if f (t) ≥ − log(c) where
 X

m
m
X
f (t) = max −
log(Φ(tj )), −
log(Φ(−tj )) ,
j=1

j=1

for t = (t1 , . . . , tm ) ∈ Rm . Now H0 is not rejected, when f (t) < − log(c) and so
it suffices to show that f is convex.
For t ∈ R, let h(t) = − log Φ(t). The second derivative of h with respect to
t is
i
ϕ(t) h
h00 (t) =
tΦ(t)
+
ϕ(t)
.
Φ(t)2
We easily find h00 (t) > 0 when t ≥ 0. If t < 0 then from Pollard (2002, Appendix
D) we have ϕ(t) > |t|Φ(t)
Pm and so hPism convex on R.
Now f (t) = max( j=1 h(tj ), j=1 h(−tj )). From convexity of h we find
Pm
that j=1 h(tj ) is convex. Convexity of h(t) implies convexity of h(−t) as a
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Pm
function of t, and so
j=1 h(−tj ) is convex. Finally, the maximum of two
convex functions is convex. 
The Gaussian case is concrete and is directly related to the present context.
But the result in Theorem 1 holds more generally. Letting Fj (t) = Pr(tj ≤ t)
the region where H0 is maintained will be convex so long as Fj (t) and 1 − Fj (t)
are both log concave for j = 1, . . . , m.
Geometrically, we should not be surprised that the hypothesis H0 is maintained by QT , when the test statistic lies within a convex region. From Figure 3
we see that QL maintains H0 over a convex region. When QL and QR both
have this property then QT will inherit it because the intersection of convex sets
is convex.

A2: Bonferroni
The probability that either the combined upper tail test or the combined lower
tail test is statistically significant is below the Bonferroni bound, which is easily
obtainable from the χ2(2m) distribution. In the region of small p-values where
we need it most, the Bonferroni bound is extremely tight:
Theorem 2. Let p = (p1 , . . . , pm ) ∼ U (0, 1)m , and put
L

Q ≡ −2 log

Y
m


pj ,

and,

R

Q ≡ −2 log

Y
m


(1 − pj ) .

j=1

j=1

For A > 0 let τA = Pr(χ2(2m) > A). Then
2τA − τA2 ≤ Pr( max(QL , QR ) > A) ≤ 2τA .
Before proving Theorem 2 we present the concept of associated random
variables, due to Esary, Proschan, and Walkup (1967). Then it becomes easy to
show that the probability of both tests rejecting at the same time is very small,
and that will suffice to prove the theorem.
Definition 2. A function f on Rn is nondecreasing if it is nondecreasing in
each of its n arguments when the other n − 1 values are held fixed.
Definition 3. Let X1 , . . . , Xn be random variables with a joint distribution.
These random variables are associated if Cov(f (X), g(X)) ≥ 0 holds for all
nondecreasing functions f and g for which the covariance is defined.
Lemma 1. Independent random variables are associated.
Proof: See Section 2 of Esary, Proschan, and Walkup (1967).
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Lemma 2. For integer m ≥ 1 let X = (X1 , . . . , Xm ) ∼ U (0, 1)m . Set
QL = −2 log

m
Y

Xj ,

and,

j=1

QR = −2 log

m
Y

(1 − Xj ).

j=1

Then for any AL > 0 and AR > 0,
Pr(QL > AL , QR > AR ) ≤ Pr(QL > AL ) Pr(QR > AR ).
Qm
Qm
Proof: Let f1 (X) = 2 log j=1 Xj and f2 (X) = −2 log j=1 (1 − Xj ). Then
both f1 and f2 are nondecreasing functions of X. The components of X are
independent, and hence are associated. Therefore
Pr(QL > AL , QR > AR ) = Pr(−f1 (X) > AL , f2 (X) > AR )
= Pr(f1 (X) < −AL , f2 (X) > AR )
= Pr(f2 (X) > AR ) − Pr(f1 (X) ≥ −AL , f2 (X) > AR )
≤ Pr(f2 (X) > AR ) − Pr(f1 (X) ≥ −AL ) Pr(f2 (X) > AR )
= Pr(f2 (X) > AR ) Pr(f1 (X) < −AL )
= Pr(QR > AR ) Pr(QL > AL ). 
In general, nondecreasing functions of associated random variables are associated. Lemma 2 is a special case of this fact, for certain indicator functions of
associated variables.
Proof of Theorem 2:
Pr( max(QL , QR ) > A) = Pr(QL > A) + Pr(QR > A) − Pr(QL > A, QR > A)
= 2 Pr(QL > A) − Pr(QL > A, QR > A).
It is a standard result that Pr(QL > A) = Pr(QR > A) = Pr(χ2(2m) > A), which
we abbreviated to τA . The result now follows because
0 ≤ Pr(QL > A, QR > A) ≤ Pr(QL > A)2 . 

Remark 1. The same proof holds for many other test regions besides Fisher’s.
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