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Lecturer: Art B. Owen September 24

Disclaimer: These notes have not been subjected to the usual scrutiny reserved for formal publications.
For instance, citations are mostly omitted or imprecisely made. The notes are meant as a memory aid
for students who took stat 305A at Stanford University. They appear in http: // statweb. stanford. edu/

~ owen/ courses/ 305a/ where you may find the most recent version. Stanford University holds the copyright.

1.1 Stat 305A

This course is about two things at once: the linear model, and applied statistics. We will follow a chain of
facts about the linear model, using them as jumping off places for concepts in applied statistics. It is not
meant to be a first course in the linear model. Maybe a last course.

1.2 Generalization

The point of (much of) statistics is generalization/extrapolation. We have some known facts/data. But we
really want to know about something else not in the data. Our path from knowns to unknowns comes from a
model (that we make up). The knowns and unknowns are both driven by that model. In inference, we reverse
one of the arrows using the known data to learn something about the model, which is then informative about
the unknown data.

The knowns are commonly past values, with the unknowns being corresponding future values. Very often the
data come in (x, y) pairs and we will get an x and want to conclude something about the corresponding y.

Going from knowns to model to unknowns is often accomplished by an algorithm, though we will see that
if there is a human in the loop it can be hard to say what the algorithm was. Much can be done just
focussing on the algorithm without clearly enunciating a model as in Figure 1.2. The algorithmic approach
was contrasted with the model-based approach in a famous “two cultures” paper by Leo Breiman. This
course is predominantly model-based. The algorithmic approach, while extremely valuable, is not our topic.
It can be worthwhile figuring out what model might have lead to a specific algorithm (had one been using a
model to get it).

In addition to generalization, applied work includes:

• effective summarization and display of data,
• consideration of the loss/consequence of various estimates,
• planning of ways to gather data and make good measurements,
• working with domain experts.

The emphasis in this and most statistics courses is on picking and using models.

Regarding losses: we will mostly use squared error for mathematical convenience. One should think also in
terms of actions and consequences. Economists do that well.
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About the models: George Box famously said that all models are wrong but some are useful. It is up to us
to figure out which model is useful at any given time. Two ways to get useful things from wrong models:

1. our method is optimal under our model but still ok under a perhaps much more general model. This
is robustness.

2. our model might be wrong, but we can measure the errors we get using it and they’re better than what
we had before. This is validation. Sometimes we try to validate by holding out old data as if it were
new.

Also, the point of a model is to capture what is important and leave out what is not. Models are often likened
to maps, which must differ from the territory they represent in order to help you reach your destination. A
good model helps to connect your mathematics and computation to understanding of the real world issues
underlying the data. People reasonably disagree over what is important to capture in a model.

1.3 There’s X and there’s Y

Much of statistical modeling is about a setting where you have some x and want to predict a corresponding
y. Deeper questions about causal inference touch on what would happen to y if you intervened to change
x. Most of the statistical machinery is about watching a stream of x’s go by and guessing what y might be.
Prediction is quite useful. Knowing where a hurricane will go is very valuable even if you have on causal way
to affect it. The leap from predictive to causal is pretty hard and we will have some things to say about it.

Table 1.1 has a rough map of the most common prediction problems arising in statistics courses. We will be
working (mostly) through column one with real values for Y . We will model those Y values from X’s that
might be real or binary or in more complicated spaces. Sometimes, all we have are Y values without an X.
Subsequent courses can fill in other columns building on methods for real valued Y . The next three columns
are in Stat 305B in generalized linear models. The column for Y ∈ Rp is for multivariate data in Stat 305C.

The best prediction in terms of squared error is the conditional expectation. I.e., if you will predict Y by

Model

Known
Data

Unknown
Data

Data Generation

Model

Known
Data

Unknown
Data

Inference

Figure 1.1: A model connects known to unknown data.
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Figure 1.2: Sometimes algorithmic approaches appear to dispense with the model.

R {0, 1} k gps ordered Rp other
∅
{0, 1}
k > 2 groups
k ordered groups
R
Rd
other (e.g., circle)

Table 1.1: Rough map of x → y prediction problems. There is a column for the sort of y values we might
consider. There is a row for the sort of x. If we just have a sample of y then there is no x, so we write ∅.
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Ŷ = m(x) then the best m(x) to use is µ(x) = E(Y |x). You can prove this by writing

E((y −m(x))2 |x) = E((y − µ(x) + µ(x)−m(x))2 |x)

and simplifying. You could also solve

0 =
d

dm
E((Y −m)2 |x)

to get m(x) (and convince yourself that you got a min not max).

1.4 Some linear models

Here are some examples of things we can do with the linear model. We will then study them all in one fell
swoop before going over them one by one for statistical lessons.

Simple linear regression is
Yi = β0 + β1xi + εi.

In class I drew points barely scattered around one line and a second plot that looked like one huge ellipse
with points all over. The εi are errors from the line. We will have a lot to say about them later. For now
we can just say

E(Yi) = β0 + β1xi

or
E(Yi |xi) = β0 + β1xi

with the distinction to come later.

We will look at models like
E(Yi) = β0 + β1xi1 + · · ·+ βdxid,

for instance Y could be the value of a home, and the x’s could be variables describing its size, location and
construction.

The linear model is linear in the βj not necessarily linear in the x’s. For instance, the polynomial

E(Yi) = β0 +

k∑
j=1

xjiβj

is not linear in xi (if k > 2) but is linear in βj .

We considered dummy or indicator variables

Zi =

{
1, i in group A

0, else,

where A could be treated/untreated, old/new, Nickel or Copper. Then

E(Yi) = β0 + β1Zi =

{
β0 + β1, i in group A

β0, else.

If X takes k > 2 different categorical levels, such as 1, 2, . . . , k then we can set up features

Zij =

{
1, Xi = j

0, else.
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We might take

E(Y ) = β0 +

k−1∑
j=1

βjXj , or

E(Y ) =

k∑
j=1

βjXj .

Note: sometimes we drop the index i in these descriptions.

We can add indicators to an ordinary line to get parallel line models. We can put in Zj × x to get varying
slope models for lines.

The most basic form of interaction model is

E(Y ) = β0 + β1x1 + β2x2 + β3x1x2.

The term with β3 makes the model non-additive in (x1, x2). This is linear in x1 for each x2 and vice versa.

We looked at

E(Y ) = β0 + β1x+

k∑
j=1

β1+j(x− tj)+

where Z+ = max(Z, 0) is the positive part function. It is piecewise linear. Using (x− t)3+ you can build up
a piece-wise cubic spline. These models are linear in βj but not in tj .

For periodic variables x ∈ [0, 1) (e.g. December ≈ January) we can use

E(Y ) = β0 + β1 sin(2πx) + β2 cos(2πx) + β3 sin(4πx) + β4 cos(4πx)

or higher order sinusoids.

The trivial model is
Yi = β0 + εi, E(Yi) = β0.

I mentioned Haar wavelets and radial basis functions.

After all these linear things, here is a nonlinear one

Yi = β0(1− e−β1xi) + εi.

1.5 Notation

We can write all of these models as

Y = Zβ + ε (1.1)

for

Y =


Y1
Y2
...
Yn

 , Z =


Z11 Z12 · · · Z1p

Z21 Z22 · · · Z2p

...
...

. . .
...

Zn1 Zn2 · · · Znp

 , β =


β1
β2
...
βp

 , and ε =


ε1
ε2
...
εn

 ,
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This notation distinguishes Z from X. Here Xij is the j′th real world variable measured on subject i, while
Zij is the j’th feature value for subject j. Row i of Z is a function of row i of X.

We can prove things for (1.1) that apply to all the linear model examples we considered (and, of course
more).

1.6 Sampling models

We are going to want to estimate β and also Var(εi). We will have (Xi, Yi) values.

There are two main models for those values. In the “regression model” in David Freedman’s terminology,
each Xi = xi for i = 1, . . . , n is nonrandom and then Yi are independent L(Yi | X = xi). In his “correlation
model”, we get IID pairs (Xi, Yi) from a joint distribution.

Either of these could be the true setting.

It is common to use the regression model even when Xi were just as random as Yi. It can be justified if the
distribution of X has nothing to do with β. The main reason people do it is that it is often easier and may
make little difference. We wil see this issue again.


