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Abstract

This one is followup on some office hour questions; also something about why statistics is different
from, e.g., calculus.

Statistics vs calculus

Differentiation

A classical problem in calculus is to find the derivative f ′(x) of a given function like

f(x) = exp(x ∗ sin(x)) ∗ (2 + 3x).

You learn some rules. Later, even if you don’t remember how those rules were derived, you can apply them
in sequence. It is mechanical. With varying amounts of care and difficulty you follow those rules to the end
and get the right answer.

Hardly anybody would ever ask you why you want the derivative. In statistical problems, they will ask you
why you want the thing you’re computing.

Integration

If we want to get
∫
f(x) dx then there are rules for that too. There are lots of them and they’re harder

to learn and apply than the rules for derivatives. Sometimes you, or even anybody at all, cannot get the
desired answer from those rules. It may be fiendishly difficult or even impossible. Fortunately, if it is on a
homework then it is very likely to be a problem where the rules would get you to the right answer. In real
applications you might use numerical integration.

Hardly anybody would ever seek an integral when the problem calls for a derivative or vice versa. In
statistical problems, things like that can happen.

Data summaries

If you have a set of data like (x1, . . . , xn) or (x1, y1), . . . , (xn, yn) or other combinations you can make plots
of that data and you can compute means and medians and least squares regression lines and many other
things. If you find that X̄ = 32 then there’s no doubt that X̄ = 32 though somebody might ask you why you
calculated the average. Similarly somebody might ask why a given least squares fit was used or a particular

c© Stanford University 2018



0-2 Lecture 000: What is the deal with the t test?

plot was produced. Even if you’re just making a summary of a file of numbers, questions come up and people
differ over what is the best choice. Implicit in the thing you compute is some goal or assumption about why
that was the right thing to compute.

Generalization

Our given data is all from some past measurements and they are known values. Often it is much more useful
to know something about what will happen later, or in a different place, or generally to extend whatever we
have seen in the given data to some unknown or unmeasured or future data. We could even be extending
from present to past data if the present values are known and we want to estimate unknown past values.

This feature adds an additional layer of difficulty to statistics.

We have to make up some connection between the things we have measured and the things we have not
measured. That brings some assumptions. Given those assumptions we can use mathematics to describe the
unknowns. Some of the assumptions are testable (under other assumptions). We saw that with the GLRT.

If the assumptions are incorrect then our generalization could be bad. Or it could still be good. George Box
has said that all models are wrong and some are useful. It can be hard to know which wrong models are
useful and when. Applied statistics courses emphasize learning which wrong models are useful and when.

The most basic way to come up with a way to generalize is to say that the data we have are sampled from
some distribution F and that the unknown or future data are also sampled from the very same F . Then we
use our present data to learn as much as we can about F and that information about F is our guide to the
unknown data.

In most of this course, F is a member of a family of distributions like the normal or Poisson or binomial and
under that assumption, learning the value of the parameter in the distribution means we know the whole
distribution. Even if we cannot know the future, knowing something about the distribution of the future
values can be useful.

Compared to calculus we have some extreme difficulties. People can and do wonder why one model is
chosen over another, or why one method of estimation is chosen over another. It is also possible to see
an inappropriate mathematical method used, e.g., an unpaired test used on paired data or vice versa. In
statistics we cannot really dispense with the goals of the analysis and the assumptions behind the method.

t test

Suppose we have data X1, . . . , Xn. What do we know about unobserved Xn+1? If we can assume that
X1, . . . , Xn, Xn+1 are IID from some F then X1, . . . , Xn tell us something about F and then learning about
F tells us something about Xn+1 (and any other future data IID from F ).

Suppose first that Xi are IID N(µ, σ2). Suppose next that we are mainly interested in µ, the expected value
of future data. We might be less interested in what expected value past data had because we actually have
that past data. We can just look up X1, . . . , Xn but not the later ones.

We can estimate µ by X̄ = (1/n)
∑n
i=1Xi. That is what we would do by maximum likelihood and also by

the method of moments. One thing we know for sure about X̄ is that X̄ 6= µ. Our estimate is wrong. How
wrong?

Because we are working in the normal family, our model says that X̄ ∼ N(µ, σ2/n). The same model that
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connects future data to past data also says something about how wrong X̄ is. It tells us for instance that

Pr
(
−2.58 6

X̄ − µ
σ/
√
n

6 2.58
)

= 0.99.

Reshuffling this, we find that

Pr
(
X̄ − 2.58

σ√
n
6 µ 6 X̄ + 2.58

σ√
n

)
= 0.99.

As n increases we learn µ with ever greater precision. Except that we usually don’t know σ.

If we knew σ we would be done. Not knowing σ we seek to estimate it from the data we do have, X1, . . . , Xn.
If n > 2 then we can use

s2 =
1

n− 1

n∑
i=1

(Xi − X̄)2.

We know that E(s2) = σ2. We also know that s 6= σ. In estimating σ by s we will have made another error.
For large n we have s ≈ σ and

Pr
(
−2.58 6

X̄ − µ
s/
√
n

6 2.58
)
≈ 0.99.

What the t test brings us is the exact distribution of

t =
X̄ − µ
s/
√
n
,

precisely accounting for the randomness in both the numerator and the denominator.

We go through a similar sequence for the linear regression slope, the difference of means for unpaired data
and the difference of means for paired data. When the data are normally distributed the steps we took for
those problems are:

1. Choose some θ of interest describing the mean response
E.g., E(X) or E(X)− E(Y ), depending on the goal.

2. Get an estimate θ̂
3. Find that θ̂ ∼ N(θ,Var(θ̂))

Var(θ̂) is different for regression, paired means, unpaired means

4. Then (θ̂ − θ)/
√

Var(θ̂) ∼ N(0, 1)

the exact formula for Var(θ̂) varies from problem to problem. Above it is σ2/n.

5. Oops: Var(θ̂) depends on σ2 that we don’t know.

6. Plug in an estimate s2 for σ2, getting V̂ar(θ̂).

7. Show that s2 ∼ σ2χ2
(ν)/ν indep of θ̂ for some ν > 0.

8. Now (θ̂ − θ)/
√

V̂ar(θ̂) ∼ t(ν)
where V̂ar(θ̂) is Var(θ̂) with σ2 replaced by s2.

9. Use the t distribution to get confidence intervals and tests about θ.

Every step in the above is usually easier than doing a complicated integral. The tricky part is keeping the
end goal in mind while working through the problem.

What about σ2?

Sometimes we actually care more about σ2 than µ. This comes up in quality control problems. If your table
legs are all 3/16 inch too short, the table is still ok. If they vary up and down by that much at random, then
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the table will be wobbly.

So for N(µ, σ2) data as long as µ is not so far from desired, we might be mainly interested in σ2. Then,
again for normally distributed data, we have s2/σ2 ∼ χ2

(ν) for some degrees of freedom ν which depends on

the problem, and this lets us get confidence intervals for σ2.

How many degrees of freedom?

For Xi
iid∼ N(µ, σ2), we have n observations and we estimate their mean by one parameter µ̂ = X̄ leaving

n− 1 degrees of freedom in the error. For Xi
iid∼ N(µx, σ

2) independently of Yj
iid∼ N(µy, σ

2) there are n+m
observations and we estimate their means by two parameters µ̂x = X̄ and µ̂y = Ȳ leaving n+m− 2 degrees
of freedom. In regression there were n random Yi with two parameters and n− 2 degrees of freedom for s2.
For paired data we created n differences Di = Xi − Yi and fit one paramter by D̄ leaving n − 1 degrees of
freedom.

In all of these examples the estimate of σ2 has a number of degrees of freedom equal to the number of
observations minus the number of parameters used to explain the mean of all those observations.


