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Abstract

These notes are mnemonics about what was covered in class. They don’t replace being present or
reading the book. Reading ahead in the book is very effective.

In this lecture we looked at graphical displays of data discussed in Rice 9.8 and parts of Chapter 10. There
are example plots in the text. In class I used data from Carnegie-Mellon’s Data and Story Library (DASL)
https://dasl.datadescription.com/. Here are the R commands I used to read that data in along with a
note to myself to check out undersmoothed SBP data from Framingham.

readem = function(){

olymdown <<- read.table("winter-olympics-2018-downhill.txt",head=TRUE,sep="\t")

ceocomp <<- read.csv("ceo-compensation-2014.txt",head=TRUE,sep="\t")

kentderb <<- read.csv("kentucky-derby-2016.txt",head=TRUE,sep="\t")

framingham <<- read.csv("framingham.txt",head=TRUE,sep="\t")

print("Look at undersmoothed SBP histogram or KDE ")

}

Then Google image search brought up lots of examples of different versions of our plot types. Many of them
are annotated and based on interesting looking data sets. In a graphical display it is helpful, when possible,
to add points or lines that reference things that the reader knows about or cares about. For a scatter plot
of mammalian brain weight vs body weight it makes sense to highlight which one is for people. If you add
birds, and then reptiles, use different symbols or colors for them. Often adding the x = y forty-five degree
line is helpful.

9.1 QQ plots

Suppose we want to test whether Xi could reasonably have come from a distribution F . About half of them
would be below the median of F about 80 percent would be below F−1(0.8) (the 80th percentile of F ) and
so on. We sort the data into its order statistics

X(1) 6 X(2) 6 X(3) 6 · · · 6 X(n−1) 6 X(n).

The i’th value X(i) came out larger than a fraction (i − 1)/n of the data. It was smaller than a fraction
(n − i)/n of the data and tied with itself representing 1/n of the data. Let’s put it right in the middle of
that 1/n fraction, ahead of half of 1/n of the data and behind half of 1/n of the data On those grounds you
could say that it is at about the (i − 1)/n + (1/2)/n point of F . So it should be about F−1((i − 1/2)/n).
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Rice and others compare X(i) to F−1(i/(n+1)) and this choice works out almost exactly the same especially
for n large enough.

A QQ plot shows X(i) versus F−1(i/(n+ 1)) (or F−1((i− 1/2)/n)).

The most commonly used case has the N(0, 1) distribution for F . Then if X ∼ N(µ, σ2) the resulting
QQ plot is scattered around a line with slope σ and y-intercept µ. To see a brief movie of how they look
copy/paste the following into your R console:

set.seed(1000)

for( i in 1:90 ){

x = rnorm(100)

qqnorm(x)

qqline(x)

Sys.sleep(1)

}

That sleep command sleeps your computer for 1 second so you get a 90 second movie of QQ plots. You
might want to cancel the command before the full 90 seconds are up. Lets try again with exponential data

set.seed(1000)

for( i in 1:25 ){

x = rexp(100)

qqnorm(x)

qqline(x)

Sys.sleep(.5)

}

and then uniform data

set.seed(1000)

for( i in 1:25 ){

x = runif(100)

qqnorm(x)

qqline(x)

Sys.sleep(.25)

}

and then Cauchy data

set.seed(1000)

for( i in 1:25 ){

x = rcauchy(100)

qqnorm(x)

qqline(x)

Sys.sleep(.5)

}

When the QQ plot is curved at the edges it tells you that the data have heavier (or lighter) tails than the
normal distribution. The way to figure it out is to see which direction the data quantiles would have to move
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at the edges of the data in order to meet the line. If the values in the right tail would have to move down
to the line that means they would have to become smaller and so the data have a heavier (or longer) right
tail than normal. This is implicitly a comparison to the normal distribution fit by that line which in R goes
through the 25th and 75ths percentiles.

9.2 ECDF

If Xi ∼ F then one natural way to estimate F is to use the distribution Fn which sets Fn(x) equal to the
proportion of observed Xi that are 6 x. Specifically

Fn(x) =
1

n

n∑
i=1

1Xi6x =
#{1 6 i 6 n | Xi 6 x}

n
.

This is the empirical cumulative distribution function or ECDF. This function is a staircase up and
to the right. If the Xi are all distinct then it jumps by 1/n at each X(i). At any x where k > 1 of the Xi

equal that x the ECDF jumps by k/n. It is continuous from the right.

9.3 Survival curve

Let T > 0 be a random variable. The prime examples are survival time of a person or animal or mechanical
object. It could also be waiting time to any event. The survival function of T is

S(t) = Pr(T > t) = 1− F (t).

This is the chance of surviving past t. When plotted versus t it drops from 1 towards zero as t increases.
It is commonly used to display the fraction of people or items remaining by time t. Often there are two or
more curves for different subsets of the population of interest.

9.4 Histograms

A histogram is a bar plot. Given cut points a1 < a2 < a3 < · · · < aM the histogram shows a bar over each
interval [aj , aj+1] with an area proportional to #{i | aj < Xi 6 aj+1}. Most often all the gaps aj+1− aj are
equal to each other and the bar then has a height proportional to #{i | aj < Xi 6 aj+1}. We often speak
of the interval (aj , aj+1] as a bin and then the histogram depicts bin counts.

The R function hist creates a histogram from the given data. You can set the number of binds (M − 1 in
the notation above). Or you can specify the bin boundaries aj if you prefer. It is good to look at histograms
with varying numbers M of bins. Different features are visible at different values of M . For the SBP data
we could a longer than normally distributed right tail when M was small. Using very large M , we could see
that a lot of values had been rounded to a multiple of 10. That points out a potentially important difference
between the SBP in a person and the SBP value recorded in the database.

Suppose that 40% of the measured SBP values end in a 0. If we think it should have been 10% then maybe
this rounding happened for 3/4 of those SBP values ending in 0. I don’t think we want to fix those values.
For instance if we moved some up and some down we could mess up correlation patterns with other variables
in the data.
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9.5 Kernel density estimates

The histogram can be normalized to have area 1. It then looks like a bumpy probability density function.
We might want a smoother looking PDF. A kernel density estimator takes the form

f̂(x) =
1

n

n∑
i=1

1

h
K
(x− xi

h

)
,

for a kernel function K·). In class K was the PDF of the N(0, 1) distribution. Then f̂ is what we would get
averaging N(xi, h

2) PDFs for i = 1, . . . , n.

Choosing h is like choosing the number M of bins in a histogram. Small h is like large M and vice versa.
Even if software chooses h for you it is best to intervene and try some other choices. Maybe the other choice
is more revealing. Maybe no single choice reveals all you could learn.

9.6 Scatter plots and scatterplot matrices

Given data pairs (Xi, Yi) we can often learn a lot by plotting Yi versus Xi. We saw that Kentucky derby
horses got faster until about 1960 then leveled off with a lot of randomness the whole way. That is quite
different from how human racers keep getting faster and Olympic records keep falling.

We also looked at plotting logarithmic quantities. Better than plotting log(Xi) is to plot log10(Xi) or log2(Xi)
because it simplifies life for the reader. It is often better still to plot the original Xi on a logarithmic scale.
In R plot commands adding log="x" or log="y" or log="xy" will cause the requested axes to be plotted
on a logarithmic scale.

If you have k different variables then a scatterplot matrix is a k × k array of all k(k − 1) scatterplots of one
variable versus another of them. The diagonal block is sometimes used for the names of those k variables and
sometimes used for a histogram of them, instead of plotting a variable against itself. Scatterplot matrices
let you scan lots of patterns to find the interesting ones. They are very sensitive to outliers.

9.7 Boxplots

Suppose that we have Xij for i = 1, . . . , nj and j = 1, . . . , J , such as samples from J different groups that
we want to compare. It is a nuisance to make a figure with J different histograms. A boxplot reduces each
sample to a symbol that can then be plotted side by side.

We saw some in class.

Each of them is a box of some width. The top of the box is at the upper quartile (75’th percentile) of the
sample, Q0.75 The bottom is at the lower quartile (25’th percentile) of the sample, Q0.25. The difference
between these is the interquartile range IQR = Q0.75 − Q0.25. There is horizontal bar through the box
at the median Q0.5. The median is used because it is less sensitive than the mean to extreme observations.
The quartiles are similarly reliable. A line extends up from the box to the “largest non-outlier”. Another
line extends down to the “smallest non-outlier”. The outliers are indicated by points at their sample value.
Any Xi > Q0.75 + 1.5× IQR is an outlier as is any Xi < Q0.25 − 1.5× IQR.

These boxplot definitions are a bit ad hoc so it is possible that variants are out there. Sometimes they are
presented vertically and sometimes horizontally.
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You can make yourself a boxplot movie like the QQ ones to see how they look.

set.seed(401)

for( i in 1:20 ){

x = matrix( rnorm(100),ncol=5)

x[,2] = x[,2] + 1

x[,3] = exp(x[,3])

x[,4] = x[,4]^2

x[,5] = x[,5]*(x[,5]>0)

boxplot(x)

Sys.sleep(.5)

}


